
Andrew J. Spieker, PhD
BIOS 6312 - Modern Regression Analysis (Spring 2023)
Exam #2 Key: Mean=71.4; Median=70 (IQR=[65, 79]; Max=90)

Name (Printed):

Instructions: Please adhere to the following guidelines:

• There are four required problems (each with multiple sub-questions of varying length and difficulty), and
two optional problems that are optional for everyone. There is one appendix.

• Please read the questions carefully and answer no more or less than what you are being asked to answer.

• My recommendation is to provide your responses to the problems you find easiest first, and then return
to the more challenging ones.

• This exam is closed-everything, and is an individual effort. You will, however, be permitted the use of
a scientific calculator.

• Upon completion of your exam, please indicate below whether you agree with the following statement:
“On my honor, I have neither given nor received unauthorized aid on this exam.” If you have concerns
about your ability to answer this in the affirmative, please turn in your exam anyway, and send me an
email so we can discuss.

• Please round any final calculations to a reasonable number of significant digits!

• Importantly: Take a deep breath — you’ve got this! This is an opportunity to showcase all of the hard
work you’ve done this semester.

Further information: You may find the following information helpful.

• Any reference to logarithmic transformations are based on the natural logarithm (i.e., having base e).

# Score Points
1 25
2 25
3 25
4 25

Total: 100

Optional 1
Optional 2

Signature for integrity statement:



1. 25 pts A study was conducted to understand the relationship between smoking and bladder cancer in
adults. Patients diagnosed with bladder cancer and healthy controls were sampled in a case-control fashion.
Enrolled subjects responded to a survey regarding smoking status at the time of diagnosis. A subset of
variables evaluated in this study are as follows:

bc bladder cancer (0 = no; 1 = yes)
smk smoking history (0 = no; 1 = yes)
age age (years)

historybc family history of bladder cancer (0 = no; 1 = yes)

The study investigators propose the following model:

logit(P(bc∣smk,age,historybc)) = β0 + β1historybc + β2age + β3smk + β4smk × age.

(a) 3 pts Use the model to determine an expression for the prevalence of bladder cancer among 70 year-old

smokers with no family history of bladder cancer (i.e., in terms of the model’s parameters).

Ans: P(bc∣smk=1,age=70,historybc = 0) = expit(β0 + 70(β2 + β4) + β3).

(b) 3 pts Which of the following statements is true regarding this study’s capacity to estimate the quantity

described in part (a)? Circle the number corresponding to your choice.

(i.) This quantity can be approximately estimated if the prevalence of bladder cancer is rare.

(ii.) The outcome-dependent nature of the study design does not allow us to estimate this quantity
without external information not provided in the problem description.

(iii.) This quantity can be estimated provided there are enough individuals around the age of 70 years.

(c) 3 pts Determine an expression for the odds ratio that compares the odds of bladder cancer between
non-smokers differing age by two years but having the same family history of bladder cancer.

Ans: OR = exp(2β2) = [exp(β2)]2.

(d) 3 pts Which of the following statements is true regarding this study’s capacity to estimate the quantity

described in part (c)? Circle the number corresponding to your choice.

(i.) This quantity cannot be estimated if the prevalence of bladder cancer is rare.

(ii.) An estimate of this quantity may serve as an approximate estimate of the corresponding risk ratio
if the population prevalence of bladder cancer is rare.

(iii.) The outcome-dependent nature of the study design does not allow us to estimate this quantity
without external information not provided in the problem description.

(e) 3 pts Suppose you seek to evaluate whether there is an overall association between smoking history
and bladder cancer. Express the null hypothesis, H0, in terms of a suitable subset or combination of the
model parameters.

Ans: H0 ∶ β3 = β4 = 0.
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(f) 3 pts Suppose you seek to evaluate whether there is evidence that age modifies the association between
smoking history and bladder cancer. Express the null hypothesis, H0, in terms of a subset or combination
of the model parameters.

Ans: H0 ∶ β4 = 0.

(g) 4 pts Suppose you seek to evaluate whether there is evidence that the odds of bladder cancer differs
between 80 year-old non-smokers with no family history of bladder cancer and 70 year-old smokers with
a family history of bladder cancer. Express the null hypothesis, H0, in terms of a subset or combination
of the model parameters. Please show the “regression math.”

Ans: The group-specific odds are given by logO(bc∣smk=0,age=80,historybc = 0) = β0 + 80β2, and
logO(bc∣smk=1,age=70,historybc = 1) = β0 + β1 + β3 + 70(β2 + β4), so H0 ∶ β1 − 10β2 + β3 + 70β4.

(h) 3 pts Describe the most likely reason why the investigators decided to adjust for family history of blad-

der cancer (which you may assume for the purposes of this problem not to be associated with smoking
status).

Ans: Family history may be associated with odds of bladder cancer. Because of non-collapsibility of
the odds ratio, failure to adjust for family history would likely attenuate the odds ratio toward the null
(thereby understating the association of interest).
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2. 25 pts A cohort study of N = 735 older adults was used to perform an analysis to understand the association

between sex and coronary heart disease (CHD). Let X denote sex (0 = female; 1 = male) and Y a three-level
characterization of CHD (0 = no CHD; 1 = angina; 2 = myocardial infarction). Appendix I depicts Stata
output for this problem. Specifically, there is a 2 × 3 cross-tabulation of the predictor and outcome, results
from a multinomial logistic regression model, and results from a cumulative logit proportional odds model.

(a) 3 pts Compute an estimate of the prevalence of angina in males using the cross-tabulation.

Ans: P̂(Y = 1∣X = 1) = 36/366 = 0.098361 = 9.84%.

(b) 3 pts Compute an estimate of the prevalence of angina in males using the mulinomial logit model.

Ans: P̂(Y = 1∣X = 1) = exp(β̂01 + β̂11)/(1 + exp(β̂01 + β̂11) + exp(β̂02 + β̂12)) = 0.098361 = 9.84%.

(c) 3 pts Compute an estimate of the prevalence of angina in males using the cumulative logit model.

Ans: P̂(Y ≤ 1∣X = 1) − P̂(Y ≤ 0∣X = 1) = expit(β̂01 − β̂1) − expit(β̂00 − β̂1) = 0.1047 = 10.5%.

(d) 3 pts Two of your answers to parts (a), (b), and (c) should have agreed perfectly. In addition to stating
which two agreed, briefly describe why they agreed and why the other one did not.

Ans: Parts (a) and (b) agreed; part (c) was close but not identical. This is because the multinomial
model as specified is saturated (if it helps, there are six cell counts and two constraints implied by the
model for a total of four degrees of freedom, matching the number of coefficients in the model). Infor-
mation is not being shared across subgroups defined by the right-hand side of the multinomial model.
On the other hand, the proportional odds model borrows information across levels of the outcome, and
will not recover the sample proportions identified in the cross-tabulation.

(e) 2 pts Use the multinomial logit model to obtain a point estimate of the “ratio of risk ratios” that
compares the excess prevalence of angina relative to no CHD between males and females.

Ans: exp(β̂11) = exp(0.3825369) = 1.466, also obtainable from cross-tabulation as (36/271)/(28/309).

(f) 2 pts Is it possible to use the output from the multinomial logit model to obtain a 95% CI for the

quantity described in part (e)? If so, do so; if not, briefly describe why it is not possible.

Ans: Yes; it is given by [exp(−0.1379223), exp(0.902996)] = [0.871,2.47].

(g) 2 pts Use the multinomial logit model to obtain a point estimate of the “ratio of risk ratios” that
compares the excess prevalence of myocardial infarction relative to angina between males and females.

Ans: exp(0.7430235 − 0.3825369) = 1.434.

(h) 2 pts Is it possible to use the output from the multinomial logit model to obtain a 95% CI for the

quantity described in part (g)? If so, do so; if not, briefly describe why it is not possible.

Ans: No, because we would need information on Cov(β̂11, β̂12); lincom would handle this.
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(i) 2 pts Use the cumulative logit model to obtain a point estimate and 95% CI for the odds ratio that
compares the odds of myocardial infarction between males and females.

Ans: Ô(Y > 1∣X = 1)/Ô(Y > 1∣X = 0) = exp(β̂1) = 1.832 (95% CI: [1.279, 2.623]).

(j) 3 pts In regards to the multinomial logit model, your collaborator argues that the association between
sex and CHD is not significant at the α = 0.05 level since the p-values associated with the predictor are
not both less than 0.05. Briefly explain why your collaborator’s logic is flawed.

Ans: Those two coefficients have different interpretations (one compares angina relative to no CHD and
one compares myocardial infarction relative to no CHD). The correct test for the association involves
both of these parameters simultaneously (i.e., H0 ∶ β11 = β12 = 0). To add more context, examine the
proportional odds model, which distills this information into a shared odds ratio that turns out to be
highly significant.
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3. 25 pts A study was conducted to identify predictors of poor outcomes in patients diagnosed with squamous
cell carcinoma of the urinary bladder. A total of N = 184 patients were independently sampled. Kaplan-
Meier curves for time (years) from diagnosis to all-cause death are shown below for two groups defined by
cancer stage: stage 1 or 2 (stagegrp=0) and stage 3 or 4 (stagegrp=1).

(a) 2 pts State a rough approximation of the estimated median survival time in each group.

• Stage 1 or 2: Something in the neighborhood of 6.3 years.

• Stage 3 or 4: Something in the neighborhood of 1.5 years.

(b) 2 pts State a rough approximation of the estimated proportion of patients in each group who die within
five years of diagnosis.

• Stage 1 or 2: Something in the neighborhood of 45%.

• Stage 3 or 4: Something in the neighborhood of 65%.

(c) 2 pts State a rough approximation of the estimated cumulative hazard over ten years in each group.

• Stage 1 or 2: Something in the neighborhood of − log(0.3864) = 0.951.

• Stage 3 or 4: Something in the neighborhood of − log(0.2722) = 1.30.

(d) 2 pts Which group appears to have an estimated restricted mean survival time (to t = 20 years) of
roughly 10 years? Select your choice below.

• Stage 1 or 2 /◯
• Stage 3 or 4 ◯

(e) 2 pts At which of the following time points do the estimated instantaneous hazard rates appear most
similar between groups? Select your choice below.

• 1 year ◯
• 5 years ◯
• 13 years /◯
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Parts (f)-(j) pertain to the following abridged output of a Cox model for all-cause death,
adjusted for age (years):

. stcox stagegrp age, robust nolog

No. of subjects = 184 Number of obs = 184

No. of failures = 122

------------------------------------------------------------------------------

| Robust

_t | Haz. ratio std. err. z P>|z| [95% conf. interval]

-------------+----------------------------------------------------------------

stagegrp | 1.511795 .2778789 2.25 0.025 1.054474 2.167455

age | 1.020558 .006882 3.02 0.003 1.007159 1.034136

------------------------------------------------------------------------------

(f) 3 pts Determine a point estimate and 95% confidence interval for the hazard ratio comparing the haz-
ard of all-cause death between patients in the same stage group differing in age by one decade.

Ans: Point estimate: 1.02055810 = 1.226; 95% CI: [1.00715910,1.03413610] = [1.0739,1.399].

(g) 3 pts Is it possible to use the output above to estimate the instantaneous hazard rate of all-cause death
among 60 year-old adults with either stage 3 or 4? If so, do so. If not, explain briefly why not.

Ans: It is not possible because the Cox proportional hazards model does not estimate the baseline
hazard function.

(h) 3 pts Briefly describe the assumption of proportional hazards as it applies to this problem.

Ans: For any subgroup defined by their age and stage group, the function that characterizes the instan-
taneous hazard rate over the twenty year period from time of diagnosis can be expressed as the multiple
of some “reference” or “baseline” hazard function.

(i) 3 pts Briefly describe the assumption of non-informative censoring as it applies to this problem.

Ans: Patients who are censored are no more or less likely to die in the immediate future as compared
to patients remaining in the sample of the same age and stage group.

(j) 3 pts Briefly describe the extent to which the number of study subjects (N = 184) and the number of

deaths (L = 122) play a role in the statistical power of this analysis.

Ans: The power is driven by the number of events (L = 122).
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4. 25 pts An analysis was conducted to determine if an aggregate of K = 200 cellular markers could be used

to predict antibody response to a monkeypox vaccine (measured continuously) in a cohort of N = 108,430
independently sampled individuals. The data were evenly and randomly split into a training and a test set.
The following five linear models were fit on the training data only.

(1) A linear model with nothing other than an intercept, estimated using ordinary least squares.

(2) A linear model with all cellular markers included, estimated using ordinary least squares.

(3) A linear model with all cellular markers and their respective two-way interactions included, estimated
using ordinary least squares (for those wondering, this model has a total of 20,100 parameters plus an
intercept; you do not need to do this calculation).

(4) A linear model with all cellular markers included, with a LASSO penalty chosen by cross validation.

(5) A linear model with all cellular markers included, with a ridge penalty chosen by cross validation.

The root mean squared error (RMSE) was calculated in the training set and in the test set for each of the
five models and organized in the table below.

Model Training RMSE Test RMSE

(I) ETrain
1 ETest

1

(II) ETrain
2 ETest

2

(III) ETrain
3 ETest

3

(IV) ETrain
4 ETest

4

(V) ETrain
5 ETest

5

The actual RMSEs from this analysis are not provided, although you should have some reasonable expecta-
tions regarding how some of these numbers would likely relate to one another. For this problem, I ask that
you ignore “tricky” issues surrounding transforming variables, extreme skewness, extreme sparsity, etc. and
instead focus on the general principles of what we’ve learned about for developing models.

(a) 4 pts Circle the number corresponding to the statement most closely reflecting what you would antici-
pate in advance of performing this analysis. Use the space below to very briefly justify your answer.

(i.) ETrain
2 > ETest

2 .

(ii.) ETrain
2 < ETest

2 .

(iii.) ETrain
2 ≈ ETest

2 .

(iv.) It is not reasonable to have any of the expectations listed above without further information.

Ans: Training error tends to be more optimistic about the model’s predictive ability than test error.

(b) 4 pts Circle the number corresponding to the statement most closely reflecting what you would antici-
pate in advance of performing this analysis. Use the space below to very briefly justify your answer.

(i.) ETrain
1 < ETrain

2 .

(ii.) ETrain
1 > ETrain

2 .

(iii.) ETrain
1 ≈ ETrain

2 .

(iv.) It is not reasonable to have any of the expectations listed above without further information.

Ans: Training error tends to decrease with added model complexity.
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(c) 4 pts Circle the number corresponding to the statement most closely reflecting what you would antici-
pate in advance of performing this analysis. Use the space below to very briefly justify your answer.

(i.) ETest
3 < ETest

4 .

(ii.) ETest
3 > ETest

4 .

(iii.) ETest
3 ≈ ETest

4 .

(iv.) It is not reasonable to have any of the expectations listed above without further information.

Ans: These are very different models and without knowledge of the relationships between the variables
(i.e., the nature of the data generating mechanism), it is not possible to know “where” on the bias-
variance trade-off curve these models lie.

(d) 4 pts Circle the number corresponding to the statement most closely reflecting what you would antici-
pate in advance of performing this analysis. Use the space below to very briefly justify your answer.

(i.) (ETest
5 −ETrain

5 ) < (ETest
1 −ETrain

1 ).
(ii.) (ETest

5 −ETrain
5 ) > (ETest

1 −ETrain
1 ).

(iii.) (ETest
5 −ETrain

5 ) ≈ (ETest
1 −ETrain

1 ).
(iv.) It is not reasonable to have any of the expectations listed above without further information.

Ans: The discrepancy between a model’s training and test error tends to grow with increasing model
complexity.

(e) 4 pts Briefly describe a condition under which you might expect that ETest
5 > ETest

4 .

Ans: You might expect the LASSO model to have better performance as compared to ridge if a small
number of cellular markers are highly predictive of antibody response and a large number of cellular
markers have no predictive ability whatsoever. Recall that the LASSO penalty takes some coefficients
to zero (feature selection), whereas the ridge penalty only shrinks coefficients toward (but not to) zero.
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5. Optional problem 1 : This is an optional problem — please do not attempt it until you have completed
and are satisfied with your answers to the required problems. A small amount of credit can be earned for
correct responses.

We have covered a range of topics this semester, with many connected by common themes. One common
theme is that there are often multiple reasonable approaches to answer the same scientific questions. Consider
one of the many examples where you could select between two reasonable competing methods, frameworks,
or approaches. State the two competing approaches in the example you have identified. Then, briefly de-
scribe at least one advantage and at least one limitation of each. More credit will be awarded for providing
examples that have specifically and repeatedly been highlighted in this class (for example, say something
more specific than “one can choose between Bayesian and frequentist methods.”).

Ans: There are many correct answers!
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6. Optional problem 2 : This is an optional problem — please do not attempt it until you have completed
and are satisfied with your answers to the required problems. A small amount of credit can be earned for
correct responses.

Suppose you observe N = 3 independent observations as shown in the table below:

i Xi Yi
1 0 1
2 1 3
3 2 7

Based on these observations, you seek to estimate β from the regression model Y = eXβ + ε using nonlinear
least squares. Specifically, you seek to determine the value of β (call it β̂) that minimizes the sum of squares:

∣∣y − f(β)∣∣2 =
3

∑
i=1

(Yi − eXiβ)2 ,

where f(β) = (f1(β), f2(β), f3(β))T = (eX1β, eX2β, eX3β)T = (1, eβ, e2β)T .

(a) Determine the 3 × 1 Jacobian matrix (well, vector, I guess), D(β) = ∂f/∂β.

Ans: D(β) = (0,X2e
X2β,X3e

X3β)T = (0, eβ,2e2β)T .

(b) Recall that the nonlinear least squares estimating equations are given by:

G3(β) = D(β)T (y − f(β)) =
3

∑
i=1

∂fi(β)
∂β

(Yi − eXiβ) = 0.

Do not attempt to find a closed-form expression for β. Instead, initialize the Gauss-Newton algorithm
with β(0) = 1, and work through the first iteration according to the following algorithm:

β(j+1) = β(j) + [D (β(j))
T

D (β(j))]
−1

G3 (β(j)) .

To be clear, I’m only asking you to determine the next step, β(1). Although we would typically iterate
through this procedure until apparent convergence, let’s stop and set β̂ = β(1).

Ans: G3(β(0)) = e × (3 − e) + 2e2 × (7 − e2) = −4.9837 and D (1)T D (1) = e2 + 4e4 = 225.7817, so
β(1) = 1 + (−4.983725295)/(225.7817) = 0.978.

(c) Obtain a point estimate of E[Y ∣X = 0.5].

Ans: Ê[Y ∣X = 0.5] = exp(0.5β̂) = exp(0.5 × 0.977927) = 1.631.

(d) Describe (in general terms, not doing any of the associated math) a couple of approaches you could
take to obtain a 95% confidence interval for E[Y ∣X = 0.5], particularly if the sample size were more
reasonable than the one I have given you.

Ans: One could form a Wald-based confidence interval using the sandwich-based standard errors dis-
cussed in class, or one could do the same with a bootstrap-based standard error.
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Appendix I: Software output for problem 2

*** OUTPUT FOR CROSS-TABULATION OF MALE AND CHD ***

. tabulate male chd

| chd

male | 0 1 2 | Total

-----------+---------------------------------+----------

0 | 309 28 32 | 369

1 | 271 36 59 | 366

-----------+---------------------------------+----------

Total | 580 64 91 | 735

*** OUTPUT FOR MULTINOMIAL LOGISTIC REGRESSION MODEL ***

. mlogit chd i.male, robust nolog

Multinomial logistic regression Number of obs = 735

Wald chi2(2) = 11.20

Prob > chi2 = 0.0037

Log pseudolikelihood = -477.88444 Pseudo R2 = 0.0120

------------------------------------------------------------------------------

| Robust

chd | Coefficient std. err. z P>|z| [95% conf. interval]

-------------+----------------------------------------------------------------

0 | (base outcome)

-------------+----------------------------------------------------------------

1 |

1.male | .3825369 .2655453 1.44 0.150 -.1379223 .902996

_cons | -2.401137 .1974933 -12.16 0.000 -2.788217 -2.014057

-------------+----------------------------------------------------------------

2 |

1.male | .7430235 .2349479 3.16 0.002 .2825341 1.203513

_cons | -2.267605 .1858311 -12.20 0.000 -2.631827 -1.903383

------------------------------------------------------------------------------

*** OUTPUT FOR CUMULATIVE LOGIT PROPORTIONAL ODDS MODEL ***

. ologit chd i.male, robust nolog

Ordered logistic regression Number of obs = 735

Wald chi2(1) = 10.91

Prob > chi2 = 0.0010

Log pseudolikelihood = -478.1336 Pseudo R2 = 0.0115

------------------------------------------------------------------------------

| Robust

chd | Coefficient std. err. z P>|z| [95% conf. interval]

-------------+----------------------------------------------------------------

1.male | .6052976 .1832617 3.30 0.001 .2461113 .9644839

-------------+----------------------------------------------------------------

/cut1 | 1.645765 .1402172 1.370945 1.920586

/cut2 | 2.290826 .1539281 1.989132 2.592519

------------------------------------------------------------------------------
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